A framework for robust measurement of implied correlation

Daniël Linders*, Wim Schoutens

* Corresponding author.
E-mail addresses: Daniel.Linders@kuleuven.be (D. Linders), wim@schoutens.be (W. Schoutens).

Abstract

In this paper we consider the problem of deriving correlation estimates from observed option data. An implied correlation estimate arises when we match the observed index option price with a corresponding model price. The underlying model assumes that stock prices can be described using a lognormal distribution, while a Gaussian copula describes the dependence structure. Within this multivariate stock price model, the index option price is not given in a closed form and has to be approximated. Different methods exist and each choice leads to another implied correlation estimate.

We show that the traditional approach for determining implied correlations is a member of our more general framework. It turns out that the traditional implied correlation underestimates the real correlation. This error is more pronounced when some stock volatilities are large compared to the other volatility levels. We propose a new approach to measure implied correlation which does not have this drawback. However, our numerical illustrations show that determining implied correlations with the traditional approach may be justified for strike prices which are close to the at-the-money strike price.

We also show that implied correlation estimates can be used to define an index, called the Implied Correlation Index (ICX), which reflects the market's perception about future (short-term) co-movement between stock prices. Using a volatility index together with the ICX gives an accurate description of the current level of market fear.

1. Introduction

The increased activity in multi-asset derivatives has resulted in an increased exposure to correlation risk for financial institutions. As a consequence, the correlation between different assets is an important input variable for determining portfolio risk measures like the VaR. In [1,2], the authors investigate the impact of a misspecification of the correlation on various risk measures. It is shown that even small errors in the correlation estimates can lead to serious errors in the value of the VaR.
Asset correlations are varying over time and a sudden change in the correlation levels may have an important impact on the risk profile of the asset portfolio; see e.g. [3] or [4]. Therefore, it is important to track these correlation levels over time, because it gives information about the level of diversification one can obtain by composing an asset portfolio. In this paper we build a framework for determining today’s level of diversification possible in a basket of stocks. It is well-documented that in a market in distress, correlations are relatively high, indicating that the diversification benefit one can obtain by composing a portfolio is evaporating. In the extreme case there is no diversification possible and 'stock picking' does not make sense anymore; the portfolio return is not determined by the particular stocks composing the portfolio, but whether one is exposed to the stock market or not. The stock prices are moving in unison and the market behaves as one big asset.

Having an idea of today’s diversification level is a challenging task. An estimate based on historical time series will result in a backward looking measure and can never contain information about an event which is not captured in the data set. Stock and index options are publicly traded instruments and these derivative prices contain information about the market’s view about the future movements of the financial market. Backing out correlation estimates from these traded derivatives results in a forward-looking estimate of the future level of diversification, to which we refer as the implied correlation. A similar approach was followed in [5,6].

The traditional approach for determining implied correlations between stocks composing an index is based on a lognormal approximation for the distribution of the index. This methodology is widely adopted because it results in an easy and analytical expression for the implied correlation which is a combination of implied stock and index volatilities, provided that we change the weights of the index in an appropriate way. Knowledge about the implied level of correlation is specially needed in volatile times. The lognormal approximation tends to fail in these situations, which makes it a bad estimate in times when it is needed the most. Indeed, we show that the traditional approach results in a systematic underestimation of the true correlation parameter. The error becomes more pronounced when some of the stock volatilities become large. As a result, one has to be careful with the use of the traditional implied correlation.

We construct a framework for deriving implied correlation estimates. The implied correlation is determined by matching the observed index option price with a corresponding model price. This model assumes that the stock price dynamics can be described by a multivariate Black & Scholes model. Although this model suffers from some major drawbacks, it pays to consider this stock price model, because it is the most straightforward multivariate extension of the one-dimensional Black & Scholes model; different Brownian motions are connected by a Gaussian copula resulting in a parsimonious multivariate stock price model where each stock is described by one volatility parameter and the dependence is fully captured by the pairwise correlations. The multivariate Black & Scholes index option pricing formula can be considered as a benchmark pricing formula, similar to the one-dimensional Black & Scholes formula. In reality, implied stock volatilities will not be constant, which reflects the fact that a single volatility parameter is not sufficient to fully capture the stock dynamics. We account for this departure from the Black & Scholes setting by using the whole volatility surface. We also show that our new implied correlation can be used to construct an Implied Correlation Index (ICX) which is a more accurate co-movement measure than the current market standard for determining implied correlations, which is described in [7].

We show that the traditional approach for determining implied correlation estimates is a particular member of our general framework. However, within this framework, more accurate correlation measures can be investigated. For example, we consider a correlation estimate based on convex upper and lower bounds. These convex bounds have proven their efficiency in various actuarial and financial problems; see e.g. [8,9], among others. This new correlation index is more accurate and reliable than the traditional approach. In a regime where some volatilities are large, the new implied correlation still gives an accurate picture of the mean level of co-movement between the different stocks. Using implied correlation estimates for the period January 2000–October 2009, we find that the traditional approach always underestimates the real correlation levels, but the error remains small and is on average 1.5%. We conclude that the traditional approach is justified when determining at-the-money implied correlation levels. However, when deep out-of-the-money options are used, the traditional approach sometimes underestimates the level of correlation by 6%.

The paper is organized as follows. In Section 2, we introduce the financial market and the multivariate Black & Scholes model. In Section 3 the implied correlation smile and the Implied Correlation Index are introduced. After describing the most important numerical issues in Section 4, an illustration of the obtained results is given in Section 5. We show how the Implied Correlation Index behaves during the period January 2000 and October 2009. Market participants often use volatility indices as indicators for market fear. We argue that combining an estimate for the degree of co-movement with an estimate for the level of volatility results in a more accurate description of the concept market fear. Section 6 concludes the paper.

2. The financial market

We assume a financial market\(^1\) where \(n\) different (dividend or non-dividend paying) stocks, labeled from 1 to \(n\), are traded. The financial market is arbitrage-free and there exists a pricing measure \(\mathbb{Q}\), equivalent to the physical probability measure \(\mathbb{P}\), such that the current price of any pay-off at time \(T\) can be represented as the expectation of the discounted

\(^1\) We use the common approach to describe the financial market via a filtered probability space \((\Omega,\mathcal{F},(\mathcal{F}_t)_{0\leq t\leq T},\mathbb{P})\).
pay-off. Assume that the risk-neutral stock prices $X_i(t), i = 1, 2, \ldots, n$, can be described by the following set of SDEs:

$$\frac{dX_i(t)}{X_i(t)} = (r - q_i) \, dt + \sigma_i \, dB_i(t) \quad \text{for} \quad i = 1, 2, \ldots, n,$$

(1)

where $B(t) = (B_1(t), B_2(t), \ldots, B_n(t)), q_i$ is the continuously compounded dividend yield and $r$ is the risk-free rate. Both $r$ and $q_i$ are assumed to be deterministic and constant over time. The process $\{B(t) \mid t \geq 0\}$ is a standard $n$-dimensional Brownian motion. The correlation $\rho_{ij}$ between the Brownian motions $B_i$ and $B_j$ is defined as

$$\rho_{ij} = \text{Corr} \left[ \sigma_i B_i(t), \sigma_j B_j(t + s) \right].$$

(2)

The multivariate stock price model described above is called the multivariate Black & Scholes model. Under the risk-neutral pricing measure $Q$, the time-$T$ stock prices are lognormal distributed:

$$\ln \frac{X_i(T)}{X_i(0)} \overset{\text{d}}{=} \mathcal{N} \left( \left( r - q_i - \frac{1}{2} \sigma_i^2 \right) T, \sigma_i^2 T \right), \quad \text{for} \quad i = 1, 2, \ldots, n,$$

(3)

where ‘$\overset{\text{d}}{=}$’ denotes an ‘equality in distribution under the $Q$-measure’. For a detailed discussion about conditions for completeness and no-arbitrage in the multivariate Black & Scholes model, we refer to [10,11] and the references therein.

The time-0 prices of a vanilla call and put option on $X_i(T)$ with strike $K$ and maturity $T$ are denoted by $C_i[K, T]$ and $P_i[K, T]$, respectively. The price for an out-of-the-money vanilla option with strike price $K$ and maturity $T$ is denoted by $Q_i[K, T]$, where

$$Q_i[K, T] = \begin{cases} C_i[K, T], & \text{if } K < X_i(0), \\ C_i[K, T] + P_i[K, T], & \text{if } K = X_i(0), \\ C_i[K, T], & \text{if } K > X_i(0). \end{cases}$$

If the risk-neutral dynamics of the stock price $X_i(t)$ can be described by the lognormal distribution (3), the option prices $C_i[K, T]$ and $P_i[K, T]$ can be determined using the well-known Black & Scholes option pricing formulae; see e.g. [12].

2.1. Index options and the multivariate Black & Scholes model

The market index is composed of a linear combination of the $n$ underlying stocks. Denoting the price of the index at time $t$ by $S(t), 0 \leq t \leq T$, we have that

$$S(t) = w_1X_1(t) + w_2X_2(t) + \cdots + w_nX_n(t),$$

(4)

where $w_i, i = 1, 2, \ldots, n$, are positive weights that are fixed up front. If the multivariate stock price dynamics can be described by (1), vanilla options can be priced using the Black & Scholes option pricing formula. Index options written on $S$, however, cannot be determined in a closed form and the cdf $F_S$ of $S$ is not given in an analytical attractive form. The most straightforward approach is to use Monte Carlo simulation to derive estimates for the index option prices. However, our search is for implied correlation estimates; hence an inversion of the index option pricing formula is required. Moreover, we want to construct a fast algorithm for determining implied correlations, which stresses the importance of a closed form (approximate) index option pricing formula which can be evaluated in an accurate and fast way.

An extensive bibliography is dedicated to the problem of finding accurate approximations for the index option prices $C[K, T]$ and $P[K, T]$; see e.g. [13–18]. An analysis of the pricing of index options in the multivariate Black & Scholes model can be found in [19]. Throughout the paper, we use the notations $\overline{C}[K, T]$ and $\overline{P}[K, T]$ for the approximate values of the index option prices $C[K, T]$ and $P[K, T]$, respectively. Any approach can be used to determine $\overline{C}[K, T]$ and $\overline{P}[K, T]$, provided that they can be determined using the risk-free rate $r$, the dividend yields $q_1, q_2, \ldots, q_n$ and the variance-covariance matrix $\Sigma$. Of course, the approximation should be accurate:

$$\overline{C}[K, T] \approx C[K, T], \quad \text{for all } K \geq 0,$$

$$\overline{P}[K, T] \approx P[K, T], \quad \text{for all } K \geq 0.$$

Note that we use the notations $Q[K, T]$ and $\overline{Q}[K, T]$ to denote an out-of-the-money index option price and its approximation, respectively.

For our numerical illustrations, which are presented in Section 5, we use the approach proposed in [20] to derive $\overline{C}[K, T]$ and $\overline{P}[K, T]$. More precisely, approximate index option prices are derived by combining a convex upper and lower bound using a moment matching method. Furthermore, the approximate index curve $\overline{C}$ and $\overline{P}$ can be considered as index option curves written on a synthetic market index $\tilde{S}$, which serves as an approximate index for the real index $S$. The cdf $F_{\overline{S}}$ of $\tilde{S}$ is given in a closed form. Convex approximations for sums of dependent lognormal r.v.’s proved to be successful in the earlier literature; see e.g. [9,21–24]. They are all based on the theory of comonotonicity; see e.g. [25,26].

In order to avoid unnecessary overloading of the notations, hereafter we will omit the fixed time index $T$ when no confusion is possible. Furthermore, we assume that the stocks do not pay any dividends. Note, however, that all results remain valid for the situation where the stocks do pay dividends.
2.2. Implied stock volatilities

Given the volatility parameter $\sigma_i$, the model price $Q_i [K]$ of an (out-of-the-money) vanilla option is given in a closed form by the Black & Scholes formula. To emphasize the dependence on the volatility parameter, we sometimes write $Q_i [K; \sigma_i]$. Options on the individual stocks are traded on an option exchange and their prices can be observed. Information about the marginal volatilities $\sigma_1, \sigma_2, \ldots, \sigma_n$ is contained in these traded prices. The distance between the observed out-of-the-money option price, denoted by $\tilde{Q}_i [K]$, and the theoretical Black & Scholes price $Q_i [K; \sigma_i]$ depends solely on $\sigma_i$. An implied estimate for the volatility parameter $\sigma$ arises when we match the model price and the market price.

**Definition 1 (Implied Volatility).** The implied volatility of stock $i$ with moneyness $\frac{K}{X_i(0)}$, denoted by $\tilde{\sigma}_i \left[ \frac{K}{X_i(0)} \right]$, is defined by the following equation:

$$Q_i \left[ K; \tilde{\sigma}_i \left[ \frac{K}{X_i(0)} \right] \right] = \tilde{Q}_i [K]. \quad (5)$$

In a multivariate Black & Scholes model, the implied volatility should be constant, i.e., $\tilde{\sigma}_i \left[ \frac{K}{X_i(0)} \right] \approx \sigma_i$, for every $K$. However, one typically observes that implied volatilities depend on strike and maturity. The presence of the volatility surface implies that at least one of the assumptions in the model is wrong. For example, market practitioners are well-aware of the fact that modeling the dynamics of a stock by a lognormal distribution is flawed. The implied volatility can be interpreted as a number which contains the information about the factors affecting the value of the option which are not included in the Black & Scholes model.

The at-the-money Black & Scholes implied volatility is the implied volatility $\tilde{\sigma}_1 [\pi]$ where the moneyness $\pi$ is equal to 1. If no confusion is possible, we will denote this at-the-money implied volatility by $\tilde{\sigma}$. The calculation of $\tilde{\sigma}$ requires the market price $Q_1 [X_1(0)]$. In Section 4, we describe how to determine $\tilde{\sigma}$ if $Q_1 [X_i(0)]$ is unknown. For a detailed overview of implied volatility we refer to [27–29].

3. A framework for measuring implied Black & Scholes correlation

For a given strike $K$ and maturity $T$, the (model) price $Q_i [K]$ of an index option depends on marginal information and the information about the dependence structure. In the multivariate Black & Scholes model (1), the volatilities $\sigma_i, i = 1, 2, \ldots, n$ unambiguously specify the marginal risk-neutral distributions, whereas the dependence structure is modeled by the pairwise correlations $\rho_{ij}, i, j = 1, 2, \ldots, n$.

Volatilities and correlations are not observable, but the prices of index and vanilla options are. As a result, the pricing of these derivatives is not a real issue. If we take the observed prices for granted, implied estimates for the volatilities and the correlations can be obtained by matching the theoretical model prices with the market prices. In Section 2.2 we described how to extract implied volatilities from vanilla option curves; in this section we show how index options can be used to determine implied estimates for the level of correlation between the stocks. Similar multivariate dependence measures can be found in [30,5,31].

3.1. Implied correlation

Assume that the dynamics of the stocks are described by the multivariate Black & Scholes model. Information about the marginal volatilities $\mathbf{\sigma} = (\sigma_1, \sigma_2, \ldots, \sigma_n)$ is not sufficient to determine the approximation $\tilde{Q} [K]$ for $Q [K]$. Indeed, $n (n - 1)$ pairwise correlations $\rho_{ij}$ have to be specified. Assume that all the correlations are equal to $\rho$:

$$\text{Assumption: } \rho_{ij} = \rho, \quad \text{for } i \neq j, \quad i, j = 1, 2, \ldots, n. \quad (6)$$

The parameter $\rho$ can be interpreted as the average correlation level. In general, we have that $\rho \in [-1, 1]$.

If Condition (6) holds, we have that the marginal volatilities $\mathbf{\sigma}$ together with the correlation $\rho$ completely specify the approximation $\tilde{Q} [K]$ for $Q [K]$. To emphasize the dependence on $\mathbf{\sigma}$ and $\rho$, we sometimes write $\tilde{Q} [K; \mathbf{\sigma}, \rho]$. If we replace the unknown marginal volatilities $\mathbf{\sigma}$ by $(\sigma_1, \sigma_2, \ldots, \sigma_n)$ required to determine $\tilde{Q} [K; \mathbf{\sigma}, \rho]$ by the implied volatilities $\mathbf{\tilde{\sigma}} [\pi] = (\tilde{\sigma}_1 [\pi], \tilde{\sigma}_2 [\pi], \ldots, \tilde{\sigma}_n [\pi])$ with equal moneyness $\pi = \frac{K}{X(0)}$, the implied correlation arises as the value for $\rho$ such that the observed (out-of-the-money) index option price $\tilde{Q} [K]$ equals the model price $\tilde{Q} [K]$.

**Definition 2 (Implied Correlation).** The implied correlation of the index $S$ with moneyness $\pi = \frac{K}{X(0)}$, denoted by $\tilde{\rho} [\pi]$, is defined by the following equation:

$$\tilde{Q} [K; \mathbf{\tilde{\sigma}} [\pi], \tilde{\rho} [\pi]] = \tilde{Q} [K]. \quad (7)$$

where $\mathbf{\tilde{\sigma}} [\pi] = (\tilde{\sigma}_1 [\pi], \tilde{\sigma}_2 [\pi], \ldots, \tilde{\sigma}_n [\pi])$ are the marginal implied volatilities with moneyness $\pi$, defined in Definition 1.
The implied correlation $\hat{\rho} \{ \pi \}$ can be determined if the model price $Q \{ S(0) \, \pi \}$ can be approximated. The problem of determining the model prices $Q \{ S(0) \, \pi \}$ was discussed in Section 2.1. We conclude that different choices exist for the approximation $Q \{ S(0) \, \pi \}$ and each choice will result in a different estimate for $\hat{\rho} \{ \pi \}$. The closer $Q \{ S(0) \, \pi \}$ is to $Q \{ S(0) \, \pi \}$, the more accurate the corresponding correlation estimate $\hat{\rho} \{ \pi \}$ will be. Note also that the implied correlation is given in an implicit form. In Section 3.2 we show that for a particular choice of the approximation $Q \{ S(0) \, \pi \}$, the implied correlation is given in a closed form.

In a multivariate Black & Scholes model, the marginals are assumed to follow a lognormal distribution and these marginals are connected by a Gaussian copula. In case condition (6) holds, both the implied stock volatility surface and the implied correlation surface should be flat. If (6) does not hold, the implied correlation can be interpreted as a mean level of correlation.

The presence of the volatility smile for stock options indicates that the marginals are not lognormal, i.e., vanilla options are not priced by the Black & Scholes formula. In Definition 2, this departure from the Black & Scholes formula for vanilla options is taken into account by using the implied stock volatilities when deriving the (approximate) index option value $Q \{ K \}$. Numerical illustrations show that the correlation estimates $\hat{\rho} \{ \pi \}$ will change in function of $\pi$. The corresponding curve is referred to as the correlation smile.

The at-the-money Black & Scholes implied correlation is the implied correlation $\hat{\rho} \{ \pi \}$ where we take $\pi = 1$. If no confusion is possible, the at-the-money implied correlation is denoted by $\hat{\rho}$. In order to determine $\hat{\rho}$, an index option with strike $S(0)$ is required. In Section 4, we give a detailed description about the calculation of $\hat{\rho}$ when an index option with strike $S(0)$ is not traded. The implied correlation $\hat{\rho}$ is closely related to the implied correlation index, defined by the CBOE; see e.g. [7]. In Section 3.2, we will show that the latter approach will outperform the former approach when some of the volatilities become large.

### 3.2. Traditional implied correlation

The implied correlation $\hat{\rho} \{ \pi \}$ defined in Definition 2 is an approximation for the correlation parameter which matches the observed index option price with the corresponding model price. This correlation estimate is reliable provided that the real index $S$ can be replaced by an appropriate approximate index $\tilde{S}$ and the corresponding approximate index option price $\tilde{Q} \{ K \}$ is given in a closed form and is close to the model price $Q \{ K \}$. The implied correlation is, in general, only given by the implicit relation (7) and cannot be determined in an analytical way. In this subsection we consider a particular choice for the approximate index, which we will denote by $\tilde{S}$. We show that if $\tilde{S}$ has a lognormal distribution, the implied correlation is given in a closed form, provided that we change the weights in an appropriate way.

The index $S$ defined in (4) is a weighted average of lognormal r.v.’s. Having knowledge about the volatilities $\sigma_1, \sigma_2, \ldots , \sigma_n$ together with the pairwise correlations $\rho_{ij}$ does not enable us to determine the cdf $F_\pi$ and the index option price $Q \{ K \}$ in a closed form. However, we can determine the variance $\text{Var}[S]$ of the index $S$:

$$\text{Var} [ S ] = \sum_{i=1}^{n} \sum_{j=1}^{n} w_i w_j X_i (0) X_j (0) e^{2 \sigma_{ij}^T} (e^{\sigma_{ij}^T} - 1).$$  

(8)

Assume for the moment that the (unknown) risk-neutral dynamics of the index $S$ can be approximated by the index $\tilde{S}$, where

$$\frac{d \tilde{S} \{ t \}}{\tilde{S} \{ t \}} = r dt + \sigma_{\pi} dB \{ t \}.$$  

(9)

Here, $\{ B \{ t \} \ \mid \ t \geq 0 \}$ is a standard Brownian motion and $\tilde{S} \{ 0 \} = S \{ 0 \}$. In this model, the index $\tilde{S}$ follows a lognormal distribution and its variance $\text{Var} [ \tilde{S} ]$ is given by

$$\text{Var} [ \tilde{S} ] = S \{ 0 \}^2 e^{2 \sigma_{\pi}^2} \left( e^{\sigma_{\pi}^2} - 1 \right).$$  

(10)

Index options written on $\tilde{S}$ can be valued using the Black & Scholes option pricing formula. The price of an out-of-the-money index option on $\tilde{S}$ with maturity $T$ and strike $K$ is denoted by $Q_{\text{BLS}} \{ K; \sigma_{\pi} \}$. For a given moneyness $\pi$, the implied volatility $\sigma_{\pi} \{ \pi \}$ of $S$ is determined such that the theoretical Black & Scholes option price $Q_{\text{BLS}} \{ K; \sigma_{\pi} \}$ matches the market price $Q \{ K \}$. The at-the-money implied index volatility $\tilde{\sigma} \{ 1 \}$ is denoted by $\tilde{\sigma}_5$. Note that in this case, matching the model price with the market price results in a volatility, not in a correlation parameter. However, an implied correlation estimate arises when we link the implied stock volatilities $\tilde{\sigma}_1 \{ \pi \}, \tilde{\sigma}_2 \{ \pi \}, \ldots , \tilde{\sigma}_n \{ \pi \}$ with the implied index volatility $\tilde{\sigma}_5 \{ \pi \}$.

We consider the multivariate Black & Scholes model (1) where (6) holds. For a given moneyness $\pi$, knowledge about the marginal implied volatilities $\tilde{\sigma}_1 \{ \pi \}, \tilde{\sigma}_2 \{ \pi \}, \ldots , \tilde{\sigma}_n \{ \pi \}$ is not sufficient to determine $\text{Var}[S]$ using expression (8). However, if we take $\sigma_{\pi} = \tilde{\sigma}_5 \{ \pi \}$, $\text{Var} [ \tilde{S} ]$ follows from expression (10) and an implied correlation estimate, denoted by $\hat{\theta} \{ \pi \}$, is defined such that

$$\text{Var} [ S ] = \text{Var} [ \tilde{S} ].$$  

(11)
This equation can be rewritten as
\[
    S \left( 0 \right)^2 \left( e^{\frac{\sigma_i^2}{2} \left[ T \right]} - 1 \right) = \sum_{i=1}^{n} w_i^2 X_i \left( 0 \right)^2 \left( e^{\frac{\sigma_i^2}{2} \left[ T \right]} - 1 \right) + \sum_{j=1}^{n} \sum_{i \neq j}^{n} w_i w_j X_i \left( 0 \right) X_j \left( 0 \right) \left( e^{\frac{\sigma_i \sigma_j}{\pi} \left[ T \right]} - 1 \right) .
\]  
(12)

Approximating the exponential terms by a Taylor series results in
\[
    \hat{\sigma}_i^2 \left[ \pi \right] \approx \sum_{i=1}^{n} \bar{w}_i \sigma_i^2 \left[ \pi \right] + \sum_{j=i+1}^{n} \bar{w}_i \bar{w}_j \hat{\theta} \sigma_i \sigma_j \left[ \pi \right] \bar{\sigma}_j \left[ \pi \right] .
\]  
(13)

where
\[
    \bar{w}_i = \frac{w_i X_i \left( 0 \right)}{S \left( 0 \right)} .
\]

We find the following analytical expression for the implied correlation:
\[
    \hat{\theta} \left[ \pi \right] \approx \frac{\hat{\sigma}_i^2 \left[ \pi \right] - \sum_{i=1}^{n} \bar{w}_i \sigma_i^2 \left[ \pi \right]}{\sum_{j=1}^{n} \sum_{i \neq j}^{n} \bar{w}_i \bar{w}_j \sigma_i \sigma_j \left[ \pi \right] \bar{\sigma}_j \left[ \pi \right]} .
\]  
(14)

The correlation index \( \hat{\theta} \left[ \pi \right] \) can be interpreted as the average level of correlation between the stocks, based on out-of-the-money option prices with moneyness \( \pi \). The at-the-money implied correlation \( \hat{\theta} \left[ 1 \right] \) is denoted by \( \hat{\theta} \). The correlation estimate \( \hat{\theta} \) is extensively investigated in [5] for the Dow Jones Industrial Average. In [7], an implied correlation index for the S&P500 is defined which is closely related to \( \hat{\theta} \).

Remark that for given implied index and stock volatilities, the use of formula (14) does not guarantee that the corresponding correlation estimate \( \hat{\theta} \left[ \pi \right] \) is smaller than one. We discuss this issue in more detail in Section 4.

3.2.1. Fallacies of the traditional implied correlation

The at-the-money correlation coefficient \( \hat{\theta} \) defined in (12) depends on a lognormal approximation for a weighted sum of dependent lognormal r.v.'s. It is well-known that the sum \( S \) is not lognormal distributed, see e.g. [21,32], but one might hope that the approximation is reasonable and that the implied correlation \( \hat{\theta} \left[ \pi \right] \) is a good approximation. In this example we illustrate that there exist situations where the lognormal approximation fails to provide an accurate description for the sum \( S \), which results in a serious underestimation of the implied correlation; see also [33].

Consider a market with two stocks. The risk-neutral dynamics can be described by the following SDEs:
\[
\begin{align*}
    \frac{dX_1 \left( t \right)}{X_1 \left( t \right)} &= r \ dt + \sigma_1 \ dB_1 \left( t \right) , \\
    \frac{dX_2 \left( t \right)}{X_2 \left( t \right)} &= r \ dt + \sigma_2 \ dB_2 \left( t \right) .
\end{align*}
\]  
(15)

For the initial stock prices we take \( X_1 \left( 0 \right) = X_2 \left( 0 \right) = 100 \). We assume that \( r = 3 \% \) and \( \sigma_1 = 20 \% \). The correlation coefficient \( \rho \) is equal to 80\%. The maturity \( T \) is set to 1 year. The stock market index \( S \) is
\[
    S \left( t \right) = 0.5 \ X_1 \left( t \right) + 0.5 \ X_2 \left( t \right) .
\]  
(16)

The only unknown parameter of the vector \( \left( X_1 \left( t \right), X_2 \left( t \right) \right) \) is the volatility \( \sigma_2 \), which we will fix later. Having values for all the parameters, the variance \( \text{Var} \left[ S \right] \) of \( S \) can be determined using expression (8) and is a function of \( \sigma_2 \).

Assume now that the risk-neutral dynamics of the index \( S \) can be approximated by the r.v. \( \hat{S} \), which can be described by (9). If \( \sigma_2 \) is fixed, we know the exact value for \( \text{Var} \left[ S \right] \) and we can choose the volatility parameter \( \sigma_\hat{S} \) such that \( \text{Var} \left[ \hat{S} \right] = \text{Var} \left[ S \right] \). We approximate the distribution of \( S \) using the lognormal r.v. \( \hat{S} \) such that the first two moments of this lognormal approximation match the exact first two moments; see e.g. [15].

Given \( \sigma_2 > 0 \), the price of an index call option with strike \( K = 100 \) and maturity \( T = 1 \) year is denoted by \( C \left[ 100 \right] \). This price can be approximated using Monte Carlo simulation and we denote this simulated value by \( C_{\text{sim}} \left[ 100 \right] \). Using a lognormal approximation \( \hat{S} \) for the index \( S \), this option price can be determined using the Black & Scholes option pricing formula. The Black & Scholes price is denoted by \( C_{\text{BLS}} \left[ 100 \right] \). Finally, we also include an alternative approximation \( \hat{S} \) for \( S \). Here, we use the approximation based on convex upper and lower bounds derived in [20]. This approximate index option price is denoted by \( \hat{C} \left[ 100 \right] \). The three different approximations are presented in Fig. 1 for various choices of \( \sigma_2 \).

Fig. 1 clearly illustrates the fallacies of the lognormal approximation. If the volatility \( \sigma_2 \) becomes large (compared to \( \sigma_1 \)), the call option \( C_{\text{BLS}} \left[ 100 \right] \) diverges from the simulated option price \( C_{\text{sim}} \left[ 100 \right] \), whereas the approximate price \( \hat{C} \left[ 100 \right] \) is always an accurate approximation.

Assume for the moment that the marginal volatilities \( \sigma_1 \) and \( \sigma_2 \) are known and the price \( C \left[ 100 \right] \) of the index option can be observed, while the volatility \( \sigma_\hat{S} \) and the correlation \( \rho \) are unknown and have to be estimated from the observed index
option price. Fig. 1 shows that the implied index volatility $\hat{\sigma}$ will be lower than the volatility parameter $\sigma_{Z}$, for which (11) holds. As a result, the implied correlation $\hat{\rho}$ determined using Eq. (12) will also be too low. This effect is more pronounced when the volatility $\sigma_{Z}$ is large. The accurate performance of the approximation $\hat{T}$ [100] will result in a better estimate $\hat{\rho}$ for the correlation. This example can be generalized to the situation where the index $S$ consists of more than two stocks. When the volatilities of some stocks are large compared to the rest of the volatilities, a similar dysfunctioning of the implied correlation is observed.

The situation where some volatilities become large occurs in a market where there is a high degree of market stress. In this example, we showed that during these periods of increased market fear, the traditional implied correlation gives misleading information. We can state that the traditional implied correlation is a bad indicator when it is needed the most.

4. Numerical issues

Before we give some numerical illustrations of the implied correlation for the Dow Jones Industrial Average in Section 5, we first consider some practical considerations.

**Bid–ask spread.** In practice, we will not observe a single index option price $\hat{Q}_{\tau}[K]$ for each traded strike $K$. Instead, we will observe a bid price and a larger ask price. In order to cope with this bid/ask spread, we propose to use midquote prices as an approximation for the theoretical option prices. Similar conventions are made for vanilla option prices.

**Implied volatilities.** In reality, only a finite number of vanilla options are traded. For stock $i$, the traded strikes below the current stock price $X_{i}(0)$ are denoted by $K_{i,-l_{i}} < K_{i,-l_{i}+1} < \cdots < K_{i,0}$. The strike prices which exceed $X_{i}(0)$ are given by $K_{i,1} < K_{i,2} < \cdots < K_{i,l_{i}}$. The vanilla option prices $\hat{Q}_{\tau}[K_{j}]$ for $j = -l_{i}, -l_{i}+1, \ldots, l_{i}$ can be observed in the market. We assume that $l_{i} > 0$ and $h_{i} > 1$.

The implied volatility $\hat{\sigma}_{i}[\pi]$ of stock $i$ is determined such that the corresponding Black & Scholes price with moneyness $\pi$ matches the observed option price with the same moneyness. If the underlying options are of the European type, $\hat{\sigma}_{i}[\pi]$ follows from an inversion of the Black & Scholes formula. We determine the implied volatility $\hat{\sigma}_{i}[\pi]$, defined in Definition 1, such that the distance between the theoretical price and the observed price becomes minimal. To be more precise, $\hat{\sigma}_{i}[\pi]$ follows from:

$$\hat{\sigma}_{i}[\pi] = \arg\min_{\sigma \geq 0} \frac{|Q_{i}[K; \sigma] - \hat{Q}_{i}[K]|}{Q_{i}[K]},$$

where $K = \pi X_{i}(0)$. Note that another choice for the objective function leads to a different implied volatility estimate; see e.g. [34]. In general, $K$ will not be a traded strike, so $\hat{Q}_{i}[K]$ cannot be observed. Assume for the moment that $K$ lies in between the traded strikes $K_{ij}$ and $K_{ij+1}$, so $K_{ij} < K < K_{ij+1}$, where $j \in \mathbb{Z}$ and $j \in [-l_{i}, h_{i})$. The option prices $\hat{Q}_{i}[K_{ij}]$ and $\hat{Q}_{i}[K_{ij+1}]$ can be observed in the market, so $\hat{\sigma}_{i}[\pi_{ij}]$ and $\hat{\sigma}_{i}[\pi_{ij+1}]$ can be determined via (17), where we have put $\pi_{ij} = \frac{K_{ij}}{X_{i}(0)}$ and $\pi_{ij+1} = \frac{K_{ij+1}}{X_{i}(0)}$. The implied volatility with moneyness $\pi$ is determined as an interpolation between $\hat{\sigma}_{i}[\pi_{ij}]$ and $\hat{\sigma}_{i}[\pi_{ij+1}]$:

$$\hat{\sigma}_{i}[\pi] = \hat{\sigma}_{i}[\pi_{ij}] \frac{K_{ij+1} - K}{K_{ij+1} - K_{ij}} + \hat{\sigma}_{i}[\pi_{ij+1}] \frac{K - K_{ij}}{K_{ij+1} - K_{ij}}.$$  

(18)

If $K < K_{i,-l_{i}}$, we put $\pi_{ij} = \frac{K_{i,-l_{i}}}{X_{i}(0)}$ and $\pi_{ij+1} = \frac{K_{i,-l_{i}+1}}{X_{i}(0)}$, whereas for $K > K_{i,h_{i}}$, we choose $\pi_{ij} = \frac{K_{i,h_{i}-1}}{X_{i}(0)}$ and $\pi_{ij+1} = \frac{K_{i,h_{i}}}{X_{i}(0)}$. In this situation, $\hat{\sigma}_{i}[\pi]$ follows from an extrapolation between $\hat{\sigma}_{i}[\pi_{ij}]$ and $\hat{\sigma}_{i}[\pi_{ij+1}]$.

The options written on the stocks composing the Dow Jones index are of the American type. The industry standard for pricing American type options is the Cox–Ross–Rubinstein binomial tree model; see [35]. This discrete stock price model...
requires, besides the risk-free rate, the strike price and the time to maturity, only the volatility as an input variable. The implied volatility \( \hat{\sigma} [\pi] \) follows from Eq. (17), where \( Q [K; \sigma] \) has to be understood as the Cox–Ross–Rubinstein option price with volatility parameter \( \sigma \).

The implied volatility of the index with moneyness \( \pi \) is denoted by \( \hat{\sigma} [\pi] \). The at-the-money index volatility \( \hat{\sigma} [1] \) is closely related to the Black & Scholes implied volatility index (Ticker: VXO); see e.g. [36,37]. In the sequel of the paper, we define VXO\([T]\) as follows:

\[
\text{VXO}[T] = \hat{\sigma} [1].
\]

Until here, we always assumed that vanilla and index options with maturity \( T \) are traded. In practice, the closest traded maturities are \( T_1 \) and \( T_2 \), satisfying \( T_1 < T < T_2 \). Options with maturity \( T_1 \) are called near term options, while next term options have a maturity equal to \( T_2 \). If the near term maturity \( T_1 \) is less than 7 days, we define \( T_1 \) to be the first maturity exceeding \( T \) while \( T_2 \) is the first maturity exceeding \( T_1 \). Using near term and next term options, VXO\([T_1]\) and VXO\([T_2]\) can be determined using (18). We then define VXO\([T]\) as follows:

\[
\text{VXO}[T] = \sqrt{\frac{1}{T} \left( \frac{T_1}{T_1} \text{VXO}^2[T_1] \frac{T_2 - T}{T_2 - T_1} + \frac{T_2}{T_2} \text{VXO}^2[T_2] \frac{T - T_1}{T_2 - T_1} \right)}.
\]

The at-the-money Black & Scholes volatility index VXO\([T]\) represents the perception of the market about future volatility; see e.g. [37]. VXO can be considered as the model-based counterpart of the volatility index VIX, which is discussed in [36,38].

**Implied correlation**. The current price level of the index is \( S(0) \). Index options are traded for a finite number of strike prices. The market prices of these index options are denoted by \( \tilde{C} [K] \) and \( \tilde{P} [K] \). The traded strike prices below \( S(0) \) are \( K_{-1} < K_{-j} < \cdots < K_1 < K_0 \) whereas \( K_1 < K_2 < \cdots < K_6 \) are the strike prices which exceed \( S(0) \). We assume that \( I > 0 \) and \( h > 1 \).

For a given moneyness \( \pi \), the implied correlation \( \tilde{\rho} [\pi] \) is determined such that the approximate index option price coincides with the corresponding observed index option price. In this paper, the approximate index option price is determined by combining convex upper and lower bounds for the index \( S \), see [20], but other approximations may be used, as was discussed in Section 2.1. In general, it is not possible to find an explicit formula for \( \tilde{\rho} [\pi] \) such that (7) holds. Via (18), we can determine the vector \( \tilde{\sigma} [\pi] \) containing the marginal implied volatilities with moneyness \( \pi \). We then search for \( \tilde{\rho} [\pi] \) such that the distance between the theoretical index option price and the market price is minimized:

\[
\tilde{\rho} [\pi] = \arg \min_{\rho \in (0,1)} \frac{\tilde{Q} [K; \tilde{\sigma} [\pi], \rho] - \tilde{Q} [K]}{\tilde{Q} [K]},
\]

where \( K = \pi S(0) \).

In case we take \( \rho > 1 \), it is still possible to determine \( \tilde{Q} [K; \tilde{\sigma} [\pi], \rho] \), in the sense that it will not lead to a breakdown of the calculations. So we can search for a minimum in the set of all non-negative values \( \rho \) and allow correlations bigger than one. We have witnessed that an implied correlation strictly bigger than one typically occurs when the moneyness is low. Of course, \( \rho > 1 \) does not make any sense. Therefore, we only consider implied correlation estimates where the moneyness is sufficiently large (e.g. \( \pi > 0.75 \)) and we do not recommend the proposed methodology below this threshold. The observation that implied correlations bigger than one can occur, may be interpreted as the price we have to pay for working in the simple multivariate stock price model (1). In order to cope with this problem, one has to model the marginals with a more realistic distribution than the lognormal distribution. However, determining \( \tilde{Q} [K; \tilde{\sigma} [\pi], \rho] \) in this new multivariate model is in general a hard problem and, to the best of our knowledge, this problem is not solved yet. Related results can be found in e.g. [39–41], where implied correlation estimates are determined from CDO prices and in [42] for implied correlation estimates based on spread options.

If strike \( K \) is not a traded strike price, \( \tilde{Q} [K] \) cannot be observed in the market. Assume for the moment that \( K \) lies in between the two traded strike prices \( K_j \) and \( K_{j+1} \), so \( K_j < K < K_{j+1} \) and \( j \in \mathbb{Z} \) and \( j \in [-l, h) \). The index option prices \( \tilde{Q} [K_j] \) and \( \tilde{Q} [K_{j+1}] \) can be observed in the market and the implied correlations \( \tilde{\rho} [\pi_j] \) and \( \tilde{\rho} [\pi_{j+1}] \) can be determined using (20), where \( \pi_j = K_j/S(0) \) and \( \pi_{j+1} = K_{j+1}/S(0) \). The implied correlation with moneyness \( \pi \) follows from an interpolation between \( \tilde{\rho} [\pi_j] \) and \( \tilde{\rho} [\pi_{j+1}] \):

\[
\tilde{\rho} [\pi] = \tilde{\rho} [\pi_j] \frac{K_{j+1} - K}{K_{j+1} - K_j} + \tilde{\rho} [\pi_{j+1}] \frac{K - K_j}{K_{j+1} - K_j}.
\]

The at-the-money implied correlation index \( \tilde{\rho} \) with maturity \( T \) is denoted by ICX\([T]\):

\[
\text{ICX}[T] = \tilde{\rho} [1].
\]

Having vanilla and index options for the near term and next term maturities \( T_1 \) and \( T_2 \), the implied at-the-money correlation indices ICX\([T_1]\) and ICX\([T_2]\) can be determined. The implied correlation index ICX\([T]\) can now be determined as follows:

\[
\text{ICX}[T] = \frac{T_2 - T}{T_2 - T_1} \text{ICX}[T_1] + \frac{T - T_1}{T_2 - T_1} \text{ICX}[T_2].
\]

\(^2\) Note that we silently assume that the near term and next term maturities for stock \( i \) are given by \( T_1 \) and \( T_2 \), respectively.
Fig. 2. March 2, 2009, Dow Jones, time to maturity 47 days. Implied correlation smile (right) $\rho [\pi]$ for the traded strike prices. The left panel shows the market prices $C[K]$ and $P[K]$ (circles) of index call and put options and the corresponding approximations (dots) $\hat{C}[K, \hat{\rho} [\pi]]$ and $\hat{P}[K, \hat{\rho} [\pi]]$.

Similar to the implied volatility defined by (19), the implied at-the-money correlation index with maturity $T$ is determined as an inter- or extrapolation between the traded maturities $T_1$ and $T_2$, where we ‘roll’ to the next maturities if $T_1$ is smaller than 7 days. The implied correlation index ICX$[T]$ can be considered as a measure for the perception of the market about the degree of co-movement in the period $[0, T]$.

Note that the main difference between our implied correlation index ICX and the CBOE implied correlation index is that we keep the time to maturity fixed at 30 days, whereas the CBOE implied correlation index fixes a maturity date (e.g. 1 year).

5. Numerical illustration

Dow Jones. The Dow Jones Industrial Average, established 1896, is a price-weighted index composed of the 30 largest, most liquid NYSE and NASDAQ listed stocks. Options with the DJ index as underlying are called DJX options. DJX options are based on $1/100$th of the current value of the DJ. Therefore, hereafter $S(t)$ has to be interpreted as $1/100$th of the value of the DJ at time $t$.

Implied correlation smile. For a given maturity $T$, the curve $\hat{\rho} [\pi]$ is called the implied correlation smile. We find that the implied correlation decreases as the function of the moneyness: low strike prices require a higher correlation parameter than high strike prices. The implied correlation for low strike prices is determined using out-of-the-money index put options, whereas out-of-the-money index call options are used to determine the implied correlation for high strike prices. Out-of-the-money index put options are a bet on a decline of the market, whereas an out-of-the-money call option will end in the money when the market rises. With this in mind, the decreasing implied correlation curve may imply that the market expects stocks to go down simultaneously, while they are expected to go up more independently.

The right panel of Fig. 2 shows the correlation smile for the Dow Jones on March 2, 2009, where the time to maturity is equal to 47 days. For each traded strike $K_j, j = -l, -l + 1, \ldots, h$, the implied correlation $\hat{\rho} [\pi_j]$ with moneyness $\pi_j = \frac{K_j}{S(0)}$ is shown in the graph. The left panel shows the index option prices $\hat{C}[K_j]$ and $\hat{P}[K_j]$ (circles) together with the model prices $\hat{C}[K_j; \hat{\sigma} [\pi_j], \hat{\rho} [\pi_j]]$ and $\hat{P}[K_j; \hat{\sigma} [\pi_j], \hat{\rho} [\pi_j]]$ (crosses). We find that for the majority of the trading days, the implied correlation is a decreasing function of $\pi$. (See also Fig. 3.)

Implied correlation over time. We choose $T$ to be 30 days. The implied correlation index ICX$[T]$ is a number which represents the level of diversification possible by investing in the stocks $X_1, X_2, \ldots, X_n$. A high value for ICX$[T]$ indicates that market participants expect that stocks will move more strongly together in the near future. Indeed, ICX$[T]$ is based on short term traded index and vanilla options, which contain the view of the market about the near future. We say that the ICX is a forward-looking index for the degree of co-movement between the stock prices composing the index. Having daily (or even more frequent) quotes for the ICX is important for shareholders, investors and regulators, because one can anticipate highly correlated markets.

A graph of historical values of the ICX is shown in Fig. 6. The third graph is a smoothed version of the second graph, where at each day we have taken the average over the last 7 consecutive days. The average implied correlation level over the whole
period is 36%. Begin 2000, implied levels of correlation for the Dow Jones are around 20%. The degree of co-movement starts increasing during the burst of the Dot-Com bubble. On September 17, 2001, the ICX peaked around 51%. On August 2, 2002, the ICX attained a new maximum of 70% and the highest value of 82% was recorded on February 22, 2003. From 2007 on, correlations are again increasing, with a peak of 85% in October, 2008, after the Lehmann Brothers collapse. During 2009, the average level of correlation remains at a historical high level (51% on average). From Fig. 6 we find that the implied correlation is behaving in a stochastic way. In order to have an idea of the future direction of the correlation, one has to calibrate an appropriate stochastic correlation process to this data set. A possible approach for modeling correlation, and more general co-movement, measures in proposed in [43].

During periods of strong co-movement, markets are in most of the situations going down. The peaks in Fig. 6 can be related in time with major events like September 11, 2001, the default of Lehmann Brothers, . . . In these ‘headline driven’ markets, there is a high degree of uncertainty about the future and stocks tend to move more strongly together than during periods where there are no major news items dominating the trading floor.

The ICX is a model-based index for the degree of co-movement, or herd behavior. We already showed that a price has to be paid for working in the simple multivariate Black & Scholes model (1), in the sense that implied correlations may be bigger than one. Alternatively, one can choose to use a model-free index for the degree of herd behavior; see e.g. [44–48]. However, in order to determine these co-movement measures a lot of data is needed. Indeed, one needs a vanilla option curve for each stock and an index option curve in order to determine a model-free co-movement estimate. An implied correlation estimate, on the other hand, only requires one vanilla option per stock and a single index option.

**Traditional implied correlation index.** The only quoted index which reflects the degree of co-movement between stock prices is the CBOE S&P 500 implied correlation index; see e.g. [7]. This index is the industry standard and is widely used to set up so-called dispersion trades, which are strategies designed to trade co-movement. The methodology for calculating this implied correlation index can easily be adapted to other indices, as long as there are traded options on the index and the underlyings. The methodology for the CBOE implied correlation is based on expression (14). In Section 3 we introduced a framework for determining implied correlation estimates. A particular member of this framework is the traditional implied correlation \( \hat{\rho} [\pi] \), which is given by the easy expression (14). By using a more sophisticated approximation for the index option prices, a more reliable and accurate implied correlation estimate \( \tilde{\rho} [\pi] \) can be determined; see Section 3.2.1.

Fig. 4 shows the difference between the at-the-money implied correlation estimates \( \tilde{\rho} [1] \) and \( \hat{\rho} [1] \), for a maturity \( T = 30 \) days. We see that this difference is always positive, which shows that the traditional implied correlation systematically underestimates the correlation levels. However, the average difference is 1.5%, which shows that for determining at-the-money implied correlation levels, the traditional approach may be justified.

In the following example we show that the difference \( \hat{\rho} [\pi] - \tilde{\rho} [\pi] \) can become large when the moneyness \( \pi \) is small. Fig. 5 shows the estimates \( \tilde{\rho} [\pi] \) and \( \hat{\rho} [\pi] \) for the DJ implied correlation on July 21, 2008, and October 20, 2008. In both cases, the time to maturity is 89 days. In Section 3.2.1, we showed that the traditional approach underestimates the real level of correlation. Furthermore, this error increases when some volatilities are large compared to the other volatilities. The difference \( \hat{\rho} [\pi] - \tilde{\rho} [\pi] \) is depicted in the right panels of Fig. 5. We find that the difference is positive and increases when the strike becomes smaller. On October 20, 2008, the error was bigger compared to July 21, 2008. The difference
Fig. 4. We test the accuracy of the traditional implied correlation estimate $\hat{\theta} [1]$, by showing the difference $\hat{\rho} [1] - \hat{\theta} [1]$ for the period January 2000–October 2009.

Fig. 5. The Dow Jones implied correlation $\hat{\rho} [\pi]$ and the traditional implied correlation $\hat{\theta} [\pi]$ for July 21, 2008 (upper left) and October 20, 2008 (lower left), with time to maturity equal to 89 days. The difference $\hat{\theta} [\pi] - \hat{\rho} [\pi]$ for these two trading days is shown on the right.

between the two trading days may be explained if we have a look at the at-the-money implied volatilities listed in Table 1. On October 20, 2008, we were in the middle of the financial crisis and some volatilities exceed 100%. July 21, 2008, on the contrary, was much calmer and volatility levels were in a more normal range.

*Implied volatility.* The implied at-the-money volatility of a broad index is often used as an estimate for the future volatility of the market. The third graph of Fig. 7 shows the implied Dow Jones volatility VXO[30 days] for the period January 2000–October 2009. The VXO and the ICX index move strongly together, indicating that periods of increased co-movement are going hand in hand with periods of increased volatility. It is well-documented that periods of high market stress are characterized by high levels of volatility and a strong co-movement between stock prices. Today, market participants often use indices for the future level of volatility as a fear gauge.

Fig. 8 shows the implied correlation as a function of the implied volatility. The regime around January 2009 (circles) was characterized by high implied volatilities and high implied correlations. However, watching only volatility can be too narrow
Fig. 6. The Dow Jones price levels between January 2000 and October 2009 (first graph). The second plot shows the 30 days DJ-ICX. The third graph shows a smoothed version of the second plot.

Fig. 7. The Dow Jones price levels between January 2000 and October 2009 (first graph). The second plot shows the 30 days DJ-ICX. The third graph shows the 30 days implied at-the-money index volatility.

Fig. 8. Dow Jones implied correlation as a function of the implied volatility.
Table 1
At-the-money implied volatilities.

<table>
<thead>
<tr>
<th>Company</th>
<th>July 21, 2008</th>
<th>October 20, 2008</th>
</tr>
</thead>
<tbody>
<tr>
<td>Alcoa Incorporated</td>
<td>52.79%</td>
<td>96.30%</td>
</tr>
<tr>
<td>American Express Company</td>
<td>49.17%</td>
<td>111.59%</td>
</tr>
<tr>
<td>Bank of America</td>
<td>66.26%</td>
<td>91.05%</td>
</tr>
<tr>
<td>Boeing Corporation</td>
<td>37.10%</td>
<td>70.56%</td>
</tr>
<tr>
<td>Caterpillar</td>
<td>35.28%</td>
<td>75.69%</td>
</tr>
<tr>
<td>JP Morgan</td>
<td>48.97%</td>
<td>80.19%</td>
</tr>
<tr>
<td>Chevron</td>
<td>32.03%</td>
<td>66.50%</td>
</tr>
<tr>
<td>Citigroup</td>
<td>54.89%</td>
<td>101.28%</td>
</tr>
<tr>
<td>Coca Cola Company</td>
<td>26.64%</td>
<td>47.05%</td>
</tr>
<tr>
<td>Walt Disney Company</td>
<td>29.86%</td>
<td>56.31%</td>
</tr>
<tr>
<td>DuPont</td>
<td>28.08%</td>
<td>69.23%</td>
</tr>
<tr>
<td>Exxon Mobile</td>
<td>30.03%</td>
<td>68.44%</td>
</tr>
<tr>
<td>General Electric</td>
<td>31.30%</td>
<td>76.45%</td>
</tr>
<tr>
<td>General Motors</td>
<td>109.46%</td>
<td>215.81%</td>
</tr>
<tr>
<td>Hewlett-Packard</td>
<td>32.20%</td>
<td>49.07%</td>
</tr>
<tr>
<td>Home Depot</td>
<td>49.67%</td>
<td>68.50%</td>
</tr>
<tr>
<td>Intel</td>
<td>37.65%</td>
<td>73.30%</td>
</tr>
<tr>
<td>IBM</td>
<td>27.09%</td>
<td>64.86%</td>
</tr>
<tr>
<td>Johnson &amp; Johnson</td>
<td>19.67%</td>
<td>46.32%</td>
</tr>
<tr>
<td>McDonald’s</td>
<td>29.02%</td>
<td>48.29%</td>
</tr>
<tr>
<td>Merck &amp; Company</td>
<td>36.41%</td>
<td>58.04%</td>
</tr>
<tr>
<td>Microsoft</td>
<td>32.10%</td>
<td>75.62%</td>
</tr>
<tr>
<td>3M</td>
<td>31.59%</td>
<td>47.20%</td>
</tr>
<tr>
<td>Pfizer</td>
<td>31.69%</td>
<td>53.32%</td>
</tr>
<tr>
<td>Proctor &amp; Gamble</td>
<td>21.71%</td>
<td>48.15%</td>
</tr>
<tr>
<td>AT&amp;T</td>
<td>33.29%</td>
<td>66.65%</td>
</tr>
<tr>
<td>United Technologies</td>
<td>31.54%</td>
<td>54.79%</td>
</tr>
<tr>
<td>Verizon</td>
<td>28.51%</td>
<td>55.08%</td>
</tr>
<tr>
<td>Wal-Mart Stores</td>
<td>29.66%</td>
<td>62.23%</td>
</tr>
<tr>
<td>Kraft Foods</td>
<td>27.09%</td>
<td>48.89%</td>
</tr>
<tr>
<td>American International group</td>
<td>67.52%</td>
<td></td>
</tr>
</tbody>
</table>

Combining an estimate of future volatility with an estimate for the future level of co-movement between stocks gives a broader view of the fear present in the market. Instead of looking only at volatility, the couple \((VXO[T], ICX[T])\) gives a more accurate picture of today's level of market fear and may be used to detect periods of increased market fear in an early stage; see also [47].

6. Conclusion

In this paper it is assumed that options on an index and the stocks composing this index are traded on an option exchange and their prices can be observed. Therefore, the pricing of these derivatives is not the real issue. Given that the marginals are lognormal distributed, we can extract the marginal volatility parameters implied by the observed vanilla options. Typically, out-of-the-money put options require a higher volatility parameter than out-of-the-money call options. Provided that the index option prices are given, we now use the volatility surface for each stock and extract the single correlation parameter such that the model price matches the market price. The traditional approach for determining implied correlation levels is a particular member of our framework. Furthermore, we can improve the traditional approach by considering more accurate approximations for the index option price. We show that this new implied correlation index outperforms the traditional approach. It turns out that the traditional implied correlation underestimates the real correlation. This error is more pronounced when some stock volatilities are large compared to the other volatility levels, which may occur in times of market stress. We conclude that in a situation of increased market fear, the traditional implied correlation is a dangerous measure, because it may give misleading signals. However, our numerical illustrations show that determining implied correlations with the traditional approach may be justified for strike prices which are close to the at-the-money strike price.

We have shown that implied correlation estimates can be used to define an index, called the Implied Correlation Index (ICX), which reflects the market’s perception about future (short term) co-movement between stock prices. A value close to 1 indicates that the market expects stocks to move almost perfectly together, which implies that one cannot benefit from a diversification effect when composing a portfolio of stocks. It is well-known that high levels of co-movement are often associated with an increased market fear. Hence the diversification benefit one hopes for is evaporating when it is needed the most.
Therefore, it is important to construct indicators which are able to signal periods of increased market fear. Nowadays, implied volatility levels serve as fear indicators. We have shown that using an estimate for the future (short term) volatility together with an estimate for the future level of co-movement gives a more accurate description of the future level of market fear.

Acknowledgments

Daniël Linders acknowledges the financial support of the Onderzoeksfonds KU Leuven (GOA/12/002/TBA: Management of Financial and Actuarial Risks: Modeling, Regulation, Incentives and Market Effects) and the support of the AXA Research Fund (measuring and managing herd behavior risk in stock markets). The authors also thank Jan Dhaene for fruitful discussions.

References